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This paper develops a set of innovative text-based indices capturing oil market sentiment and oil price uncertainty. The textual
analysis includes over 6 million news items spanning from January 1982 to June 2021. The evidence shows that sentiment
indicators readily react to economic and geopolitical events impacting oil prices, thereby enabling said indicators to accurately
predict the price of oil. In contrast, uncertainty measures have inherent weaknesses thus yielding unreliable oil price forecasts.
This research results in a novel and robust text indicator that offers valuable insights into predicting the intricate dynamics of
crude oil prices, particularly excelling in short-term forecasts and during periods of economic recessions.

Introduction

Despite government efforts to promote green alternatives, oil remains the world’s most sought-after
commodity, owing to its unparalleled versatility across various industries. What is more, fluctuations in
crude oil prices reverberate through the global economy, influencing key macroeconomic indicators such
as inflation, consumer spending, and real GDP growth. Therefore, the accurate prediction of oil prices is
not just a matter of market speculation, but a crucial necessity for central banks and international
organizations striving to make informed policy decisions in an ever-volatile economic landscape. To this
end, a variety of econometric models are proposed in the literature (see, e.g., Alquist and Kilian, 2010;
Baumeister and Kilian, 2012, 2014, 2015; Baumeister et al., 2015, 2022). While these methodologies offer
improved forecasting capabilities compared to the no-change forecast, they are still vulnerable to
unforeseen geopolitical events impacting the oil market. One reason for this is that useful predictors are
often made available with delays and require frequent revisions, preventing timely forecasts of oil prices
(see Alquist et al., 2013). Moreover, some of these variables are inherently slow to react to key events
impacting the price of oil.

Relevance of the Research Question

This study introduces a new text-based indicator for the oil market that captures real-time sentiment from
oil-related articles. Unlike traditional predictors, this indicator is not subject to data revisions, enhancing
both the monthly forecast accuracy of real oil prices and the directional accuracy, particularly during
economic recessions.

The paper makes two key contributions. First, it extends Baumeister et al. (2022)’s work by integrating
text data from oil news articles with traditional market fundamentals, significantly improving oil price
forecasts. The study introduces a novel oil sentiment indicator tested against historical events, showing
superior forecasting performance. Second, it compares different text analytics methods and data sources,
demonstrating that sentiment indicators accurately respond to events like wars, natural disasters, and
recessions. In contrast, oil price uncertainty indicators show structural weaknesses. This research also
adds to the literature on non-traditional data for predicting economic downturns and market reactions,
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aligning with studies such as Tetlock (2007); Da et al. (2015), while contributing to the extensive research
on oil price analysis, including works by Kilian (2009); Baumeister (2022). It provides valuable insights for
central banks, international organizations, and oil companies in forecasting oil prices using text-based
metrics.

Data and Methodology

This study retrieves over 6 million news articles from the LexisNexis database, focusing on sources like the
Financial Times, Thomson Reuters, and The Independent. Articles mentioning both “oil” and “price” are
filtered to focus on crude oil topics. Text metrics are then used to create ten sentiment indices and four
uncertainty indicators, tracking oil market trends and uncertainty. These metrics are recomputed at each
forecasting step, preventing data leakage, and provide a novel approach to generating time series for oil
price forecasting.

The simplest method used is a unigram probability model, where word frequencies help compute
sentiment and uncertainty indicators. Advanced methods like Boolean Extract and dictionary-based
techniques (e.g., Harvard-1V, Afinn) assign sentiment values to words. Geometric models, such as term
frequency (tfm) and term frequency-inverse document frequency (tf-idf), further enhance the analysis,
capturing shifts in word use across articles. Additional tools like VADER, Opinion Sentiment, and BERT are
also employed to detect oil market sentiment.

Textual analysis is used to extend Baumeister (2022)’s stochastic volatility Bayesian VAR (SV-BVAR) model:
Yt =c+ (Dlyt—l + -+ CDth_p + (":t, £t~(0, Zt)

with Y: incorporating oil production changes, global economic proxies, real oil price logs, inventory
changes, and text regressors. Text information is initially gathered from the Financial Times, the longest
available digital sample on the LexisNexis database. Fourteen text indicators are developed and integrated
into various econometric models to forecast oil prices. The analysis is then extended by including articles
from Thomson Reuters and The Independent, which are available for a shorter time horizon. The study
explores which combination of these sources generates the most effective text indicators for forecasting
various oil price measures. Following this, | extract the common component from the top-performing text
indicators, leading to substantial improvements in oil price forecasts across different time horizons. For
point forecasts, the results show 1% statistically significant gains in the short term, with up to 27% marginal
gains in the medium and long term compared to both models that exclude the text indicator and the
random walk model. Similarly, density forecasts demonstrate strong statistical significance for short-,
medium-, and long-term forecasts, outperforming models that do not include the text indicator.

Main Empirical Results
For expository purposes, only part of the textual analysis results is shown here. However, the reader is

encouraged to consult the main paper for additional findings and results. In the first exercise, | compare
benchmark forecasts to those generated by incorporating text-based variables. As shown in Table 1 below,
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text regressors significantly enhance the out-of-sample forecast of monthly oil prices. Computer science
text metrics outperform others at all horizons, with BERT yielding 1% statistically significant improvements
for all three measures of oil prices investigated — West Texas Intermediate (WTI) index, U.S. refiners’
acquisition cost for imported crude oil (RAC), and Brent prices — and up to an 18% gain in the medium
term. VADER performs best for long-run forecasts. Rows 2-4 show that combining multiple news sources
and using the resulting index in an SV-BVAR model results in additional gains. For example, Brent’s 1-
month ahead forecast becomes statistically significant at the 1% level, with marginal gains for WTl and RAC
of 17.1% and 27.4%, respectively. Notably, RAC forecasts show 10% statistical significance in long-term
forecasts, with up to 18% marginal improvement. The bottom panel highlights that the PCA(1)-based SV-
BVAR model outperforms others, with 1% significance in short-term forecasts. This PCA-derived index is
referred to as the text oil sentiment indicator (TOSI), with its series shown in Figure 1 on the next page.

Table 1
Recursive MSPE Ratios Relative to a Random Walk Forecast of Alternative Monthly Indicators of Real Oil Prices in
a SV-BVAR(12)

Model

Benchmark
(No text) SV-BVAR
VADER

(FT) SV-BVAR

(FT-TR) SV-BVAR
(FT-INDY) SV-BVAR
(FT-IND-TR) SV-BVAR
Opinion Sentiment

(FT) SV-BVAR . - ; 0919
(FT-TR) SV-BVAR o ses . 0.905
(FT-IND) SV-BVAR | o772t . ! 1 0.890
(FT-IND-TR) SV-BVAR 869°* ol - 0.868
BERT

(FT) SV-BVAR

(FT-TR SV-BVAR)

(FT-IND) SV-BVAR

(FT-IND-TR) SV-BVAR

Common component
PCA(1) - TOSI
FVAR

3PRF

Notes: In column 1, (No text) SV-BVAR: benchmark model with no text regressor. Financial Times (FT), Thomson Reuters (TR)
and Independent (IND) are newspaper sources used to develop the text regressor. PCA(1): first principal component, FVAR:
dynamic factor model, 3PRF: three-pass regression filter. Blue values report the lowest MSPE results relative to a specific time
horizon h, oil price measure (WTI, RAC and Brent) and text source combination. *, ¥*, *** respectively denote 10%, 5% and 1%
level of significance as suggested by the Diebold-Mariano test.
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Figure 1
Common Component Extracted from a Dataset Comprising VADER and BERT Text Indicators

Notes: Blue and red notes describe historical events that positively or negatively impacted oil prices. Shaded areas represent
recessions as identified by the U.S. National Bureau of Economic Research (NBER). The sample period covers January 1982 to
June 2021, with the index normalized to a mean of 100.

Table 2 on the next page assesses oil price forecasts using the average log predictive likelihood (ALPL) and
continuous ranked probability score (ACRPS). Panel A shows statistically significant ALPL gains (1%) across
all horizons when incorporating TOSI into the SV-BVAR model. Panel B reveals improvements in ACRPS,
especially for WTI, with 1% significance for short- and medium-term forecasts, extending up to a 24-month
horizon. Similar gains are observed for RAC, although significance varies, while Brent shows 10%
significance at the 1- and 6-month horizons. Including text data delivers substantial benefits, particularly
in long-term density forecasts.
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Table 2
Recursive ALPL (Panel A) and ACRPS (Panel B) of Alternative Monthly Indicators of Real Oil Prices across Various
SV-BVAR(12) models

Pamel A: ALFL

Variables Model Brent i Brent RAC

v, TOSI 2EVEVAR(12) - o 143" e e - . wes 482 e 0643 ol T o

GCOP, p™, TOS! ISVEVAR(1Z) - e e Sl K b : = - e S S TR
GCOP, WIP, p', TOS] 4-5SVEVAR(12) o mree _— 26" — 0,148 "~ ari e 080 0.805**
GCOP, WIP, Oinp, p™', TOS! SSVBVAR(12) = ! e 209" 0075 o - 492" R 15 DE2E""
Panel B:  ACRPS - h=24
Variables Model - i ce . Brent i - Brent

. TOSI 2-SVBVAR(12) 1 o 1 L1297 1 2 0.226 i ke 0.2%.

GCOP, p™, TOS! ISVBVAR(12) 062" § i 130"+ 134" - 0230 el e 0301

GCOP, WIP, p™, TOS1 4-SVBVAR(12) 061" g L1280 = 0233 031

GCOP, WIP, Qing, p', TOSI SSVBVAR(12) i i i 0219 iy 0.29

Notes: In column 1: p"” = oil prices, GCOP = global crude oil production, WIP = world industrial production, Oinv = oil
inventories, TOSI = text oil sentiment indicator. For negative results, a less negative value indicates that the model offers a more
accurate representation of the true density forecast. Bold values indicate the best model relative to a specific time horizon h
and oil price measure (WTI, RAC and Brent). *, **, *** denote significance levels of 10%, 5% and 1% respectively, when tested
against the random walk model using the Diebold-Mariano test. Blue, red, and yellow cells denote significance levels of 10%,

5% and 1% respectively, when tested against the equivalent model without TOSI using the Diebold-Mariano test.

| further evaluate directional accuracy using relative operating characteristic (ROC) curves. In this exercise,
p?” represents actual Brent prices, with 0 and 1 denoting price increases and decreases.

Based on these definitions, the following conditional probabilities are determined:

TP (¢) =P [pY" = c| p?" = 0],
FP (c) =P [p¢" = c| pf* = 1].

| compare ROC curves from SV-BVAR models with and without TOSI, using either WIP or REA as a proxy for
global economic activity. The results, shown in Figure 2 on the next page, indicate that TOSI-based models
have superior short-term directional accuracy. | also compute the area under the ROC curve (AUROC)
using a 48-month rolling window. TOSI-based models consistently outperform random noise, with AUROC
values frequently exceeding 0.5, indicating better accuracy than models without text data.
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Figure 2
Directional Accuracy of Brent Crude Oil Prices
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Notes: Top panel compares the ROC curves for Brent crude oil 1-month ahead forecasts, with and without incorporating TOSI,
using two different indicators of global real economic activity: the world industrial production Index (WIP) and the Kilian index
(REA). Red benchmark lines denote a no-information scenario, with forecasts providing no directional accuracy regarding future
oil prices. Mid and lower panels display rolling-window estimates of the Area Under the ROC Curve (AUROC) statistic for Brent
crude oil 1-month ahead forecasts. Higher values indicate better predictive performance. The shaded areas indicate recessions
as identified by the Centre for Economic Policy Research’s Euro Area Business Cycle Dating Committee (CEPR-EABCN).

Finally, | assess AUROC estimates for Brent price forecasts during economic recessions in the Eurozone. As
reported in Table 3 on the next page, TOSI-based models provide better predictive performance across all
subsamples, particularly during the COVID-19 period and the global financial crisis. AUROC estimates show
10% statistical significance during COVID-19 and 1% during the financial crisis, confirming that TOSI
conveys valuable information for predicting oil price changes.

A

E[Clig

Commodity Insights Digest
36

bayes-cid.com | Summer 2025 |



Whispers in the Oil Market: Exploring Sentiment and Uncertainty Insights

Table 3
AUROC Estimates

TOSI-based
4-SVBVAR 5-SVBVAR
Economic Period Time Frame AUROC AUROC

Global financial crisis 2008M4 - 2009M7 0.7857** 0.8036™**

Eurozone sovereign debt crisis 2011M7 - 2013M4 0.4636 0.5909
COVID-19 recession 2020M1 - 2020Mé6 0.6250 0.8750**

Full sample 1982M1 - 2021M6 0.5436 0.6044***

Notes: Recession dates are determined by the CEPR-EABCN Euro Area Business Cycle Dating Committee. Bold values indicate
superior predictive performance. *, **, and *** respectively denote 10%, 5%, and 1% level of significance, for a test of the null
hypothesis that oil price forecasts are indistinguishable from a pure noise signal.

Conclusions

This work introduces a set of text-based time series variables assessing (i) oil market sentiment and (ii) oil
price uncertainty. Implementing these measures in alternative vector autoregression models reveals both
strengths and weaknesses of textual data. The weaknesses are mainly associated with uncertainty
measures, which often do not respond to key geopolitical events affecting oil prices, consequently leading
to inaccurate forecasts of various oil price measures. In contrast, sentiment indicators can effectively track
historical events impacting oil prices, thereby enabling econometric models relying on such indicators to
significantly improve the forecasting accuracy of real oil prices. The empirical evidence also shows that
endogenizing sentiment-based text regressors in a 5-variable SV-BVAR model results in forecast
performance of the econometric model not only outperforming the random walk in the short, medium
and long run, but the MSPEs associated with such text data are also significantly lower than the benchmark
model commonly used in the literature. The first principal component extracted from the best-performing
text indicators yields a new text-based index that significantly enhances real oil price point and density
forecasts, especially during periods of economic instability.
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