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This paper applies machine learning (ML) methods to commodity futures return prediction, adapting the cross-sectional 
framework commonly used in equity research.  Using gradient boosted trees trained on 126 theory-grounded features across 
41 commodity contracts over a 30-year period, the study demonstrates that ML can effectively forecast cross-sectional returns 
and construct profitable long-short portfolios.  Time-series momentum emerges as the dominant predictive signal, while 
skewness-based features contribute meaningfully at shorter horizons.  An ensemble approach aggregating predictions across 
eight forecast horizons (5 to 200 days) achieves a Sharpe ratio of 2.4, with reduced volatility and generally improved drawdown 
control compared to individual models.  These findings establish commodities as a viable and underexplored domain for 
systematic ML-based investing. 
 
 

Introduction 
 
Machine learning (ML) has become foundational in quantitative equity investing, enabling the modelling 
of nonlinear relationships and cross-sectional return drivers. Yet commodity futures remain an 
underexplored frontier for ML applications, despite growing institutional interest and the asset class’ 
distinct characteristics.  This asymmetry arises from structural frictions:  commodities lack balance sheets 
or accounting disclosures, their values are shaped by physical supply chains, geopolitical disruptions, and 
idiosyncratic features such as storage costs and delivery mechanisms. 
 
This paper addresses three key gaps in the literature. First, it takes an expansive view of feature 
engineering, grounding input construction in academic commodity factor investing literature rather than 
relying exclusively on technical indicators.  Second, it extends equity-based ML methodology to construct 
long-short signals in commodity futures.  Third, it introduces ensemble portfolios by predicting over 
multiple target horizons, characterizing the pseudo-term structure of ML signals before aggregating them 
into a unified strategy. 
 
Theoretical Foundations 
 
Commodities benefit from a surprisingly rich theoretical foundation.  The theory of storage (Kaldor, 1939; 
Working, 1949) ties the slope of the futures curve to physical inventories:  high inventory implies low 
convenience yields and contango, while low inventories lead to backwardation, offering rewards to holders 
of scarce assets. The hedging pressure hypothesis (Keynes, 1930; Hirshleifer, 1988) focuses on the 
positioning of commercial hedgers and speculators, where risk premiums compensate speculators for 
taking positions opposite to commercial hedgers. Cross-sectional momentum, where past winners 
continue to outperform past losers, has been validated by Miffre and Rallis (2007), while time-series 
momentum, the tendency for contracts with positive past returns to continue rising, was formalized by 
Moskowitz et al. (2012) and forms the backbone of trend-following CTA strategies.  Asness et al. (2013) 
further demonstrated that momentum effects persist across asset classes globally.  More recently, 
Fernandez-Perez et al. (2018) showed that return skewness carries predictive value, with negatively 
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skewed commodities delivering higher subsequent returns, consistent with reversal dynamics driven by 
tail-risk compensation. 
 
Building on this foundation, nine families of predictive features were constructed spanning both price-
based dynamics and market microstructure signals:  momentum, time-series momentum, carry and basis, 
basis momentum, skewness, idiosyncratic volatility, open interest, the relative strength index (RSI), and 
moving-average crossovers.  Each feature family captures distinct dimensions of return predictability, as 
confirmed by low cross-family correlations observed in the data. 
 
Data and Methodology 

The sample universe consists of 41 daily continuous futures contracts:  23 agricultural commodities, 8 
energy products, and 10 metals, sourced from Bloomberg from June 1994 until June 2024.  For each of 
the nine feature types, 14 different lookback periods were applied (ranging from 10 to 756 trading days), 
yielding 126 distinct daily features per contract and approximately 40 million data points across the full 
dataset.  Gradient boosted trees were selected as the ML model, trained using an expanding window 
approach beginning with three years of historical data. 

To understand why this choice matters, it helps to unpack how the algorithm works.  Gradient boosted 
trees are ensemble models that build trees sequentially, where each new tree is specifically trained to 
correct the errors of the preceding ensemble.  Unlike other tree-based algorithms, which aggregate many 
independent trees hoping diversification improves predictions, boosting iteratively improves the model 
with each addition.  Each new tree focuses on minimizing the residual training loss from the current 
ensemble.  Think of it as a systematic commodities desk where each trader inherits the book's residual 
P&L from the previous trader and is tasked solely with improving it, using a different combination of signals 
such as carry, momentum, or inventory data to trade the positions where prior traders struggled to 
generate alpha. 

With this sequential learning framework in place, the next step is defining the prediction targets and 
training protocol.  Eight separate prediction horizons were evaluated:  5, 10, 22, 44, 66, 88, 100, and 200 
days.  Models were retrained annually, with hyperparameters tuned via grid search minimizing mean 
squared error.  To reduce statistical noise, each model was run 20 times with different random seeds and 
results averaged. 
 
Model outputs were treated as ranking signals rather than point forecasts.  Assets with predictions above 
the cross-sectional median were assigned to the long portfolio, while those below populated the short leg. 
Position sizes were proportional to prediction scores, with gross exposure fixed at 2 (1 per leg).  Transaction 
costs were modelled at 5 basis points per unit of turnover. 
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Results 
 
Feature Importance Analysis 
 
One of the most consistent findings across models and timeframes is the dominance of momentum-based 
signals.  Time-series momentum at 252-day lookback (TSMOM252) appears in the top 10 features for every 
model, confirming the predictive power of trend signals in commodity markets documented in the factor 
investing literature.  Cross-sectional momentum (MOM252) also appears frequently among the most 
important features, suggesting that both absolute and relative price dynamics are integral to model 
performance. 
 
Skewness-based features exhibit prominence particularly in short-term models.  Features such as 
SKEW130 and SKEW200 display elevated importance in 2022, especially in models with shorter forecast 
horizons.  This finding supports the hypothesis that negative skewness can trigger short-term price 
overreactions followed by reversals.  Short-term models tend to load more on reversal-type signals, 
combining skewness with momentum indicators, whereas longer-horizon models gravitate toward pure 
trend-following signals.  Classical technical indicators such as RSI and moving averages rank lower in 
importance across all horizons, suggesting limited marginal contribution when competing against theory-
grounded signals. 
 
Portfolio Performance 
 
Table 1 presents detailed statistics for long-short portfolios constructed for each target horizon over the 
out-of-sample period from January 2000 to June 2024, net of transaction costs. 
 
Table 1 
Performance and Analytics by Target Horizon 
 

Model Ann. 
Return Ann. Vol Sharpe Sortino Success 

Rate Max DD Turnover 

5d 49% 13.50% 3.6 5.3 60% -17% 38% 

10d 39% 13.50% 2.9 4.2 58% -24% 37% 

22d 26% 13.50% 1.9 2.7 56% -28% 31% 

44d 20% 13.80% 1.5 2.1 55% -26% 29% 

66d 18% 13.90% 1.3 1.8 55% -34% 27% 

88d 18% 13.70% 1.3 1.9 54% -25% 28% 

100d 20% 13.70% 1.4 2 55% -25% 27% 

200d 22% 13.10% 1.7 2.4 55% -23% 27% 

Ensemble 27% 10.90% 2.4 3.3 57% -22% 17% 

 
 

Annualized performance exhibits a nonmonotonic pattern across horizons:  returns are highest for shorter-
term models (49% for 5-day, 39% for 10-day) but decline through medium horizons before rising slightly 
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at the 200-day horizon.  The Sharpe ratios are particularly impressive for short-term models (3.6 and 2.9 
for 5-day and 10-day respectively), though this comes at the cost of high turnover (38% and 37% daily). 
The ensemble, which aggregates predictions across all eight horizons, achieves a 27% annualized return 
with the lowest volatility (10.9%) and turnover (17%) among all strategies, demonstrating the risk 
diversification benefits of combining horizon-specific signals. 
 
Horizon Correlation Structure 
 
Analysis of strategy correlations reveals important structural patterns.  See Table 2, which excerpts from 
the full-period pairwise correlation matrix for the strategies.  Medium-term models (22d to 100d) exhibit 
high correlations, suggesting they identify overlapping patterns arising from common features.  However, 
the 200-day model shows markedly lower correlations (0.41 with 5-day, 0.49 with 22-day), indicating it 
extracts fundamentally different signals aligned with slow-moving structural phenomena. This 
decorrelation proves valuable for ensemble construction, reducing portfolio variance and enhancing risk-
adjusted returns even though the 200-day model has lower standalone performance. 
 
Table 2 
Correlation Matrix for Long-Short Portfolios 
 

  5d 10d 22d 44d 66d 100d 200d Ens. 

5d 1 0.83 0.77 0.73 0.71 0.65 0.41 0.83 

10d 0.83 1 0.83 0.78 0.76 0.69 0.5 0.88 

22d 0.77 0.83 1 0.84 0.81 0.72 0.49 0.89 

66d 0.71 0.76 0.81 0.86 1 0.84 0.58 0.93 

200d 0.41 0.5 0.49 0.51 0.58 0.64 1 0.68 

Ens. 0.83 0.88 0.89 0.91 0.93 0.9 0.68 1 

 
Note:  Green shading indicates correlations below 0.60, highlighting diversification potential. 
 
 

Sector Exposure Dynamics 
 
Portfolio exposures vary substantially across sectors and time, reflecting the interaction between 
predictive signals and regime-specific fundamentals.  Grains and oilseeds along with precious metals 
consistently represent significant portions of long exposure throughout the sample period.  Crude oil 
positions show pronounced spikes coinciding with major macroeconomic disruptions (2008, 2014-2016, 
2022).  Net market value analysis reveals that energy oil maintains sustained positive exposure during 
multiple periods (2003-2006, 2012-2015, 2020-2022), coinciding with major energy market cycles.  These 
time-varying tilts are not noise but reflect real-world economic dynamics that models have learned to 
anticipate. 
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Discussion and Implications 
 
The findings carry several important implications for systematic commodity investing.  First, theory-
grounded feature construction outperforms purely technical approaches.  Signals derived from storage 
economics, hedging pressure, and documented anomalies provide stronger predictive foundations than 
ad hoc technical indicators.  Second, the term structure of ML signals in commodities exhibits distinct 
characteristics:  short-horizon models capture reversal effects through skewness signals, while longer 
horizons load on pure trend-following.  This J-shaped performance pattern across horizons justifies multi-
horizon ensemble approaches. 
 
Third, ensemble aggregation provides meaningful diversification benefits beyond simple return averaging. 
The ensemble achieves lower volatility, reduced drawdowns, and substantially lower turnover than any 
individual model, making it more suitable for practical implementation.  Fourth, capacity considerations 
favor longer-horizon models.  While short-term models exhibit the highest risk-adjusted returns, their high 
turnover requirements limit scalability to the low hundreds of millions in assets under management. 
 
Conclusion 
 
This paper demonstrates that ML techniques successfully adapted from equity research can be applied to 
commodity futures with strong out-of-sample results.  By training gradient boosted trees on theory-
grounded features in an expanding window framework, cross-sectional return predictability is established 
across a diverse universe of 41 commodity contracts over 30 years.  Time-series momentum consistently 
emerges as the dominant predictive feature, while skewness signals contribute at shorter horizons.  The 
ensemble approach reconciles short-term alpha with long-term robustness, offering smoother returns and 
improved drawdown control. 
 
That said, the results should be interpreted with practical implementation constraints in mind. A natural 
extension of this work would be to investigate the return impact of restricting the investment universe 
solely to contracts that exhibit considerable trading volume and open interest. The current framework 
includes all 41 futures contracts regardless of liquidity, and some of these, such as orange juice, rubber, or 
rice, present material execution constraints. The capacity of the strategies described here is estimated to 
be in the low hundreds of millions of dollars, particularly given the turnover requirements for some tiny 
markets. 
 
Despite these considerations, the broader principle emerging from this research is that diversity of signal 
horizons matters as much as signal quality in financial ML applications. As systematic investing continues 
to evolve, the fusion of domain theory with modern ML holds the key to unlocking latent structure in 
commodity markets. This framework makes commodities more interpretable, predictable, and ultimately 
investable for quantitative practitioners. 
 
 

Endnote 
 
This digest article is a summarized version of Guida (2025). 
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