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In the past two years, several proposed hyperscale data centers in the U.S. Southwest have encountered an unexpected obstacle: 
water permitting.  In Arizona, a proposed multibillion-dollar AI data center campus outside Tucson—known as Project Blue—
triggered intense local opposition over its projected water consumption and ultimately forced a redesign of the facility’s cooling 
system.  Nearby municipalities responded by introducing new rules requiring conservation plans and public review for large 
industrial water users.  Similar scrutiny is emerging in other data-center markets, including Northern Virginia, where water 
consumption associated with computing infrastructure has risen sharply in recent years.  As artificial intelligence infrastructure 
expands, electricity supply has dominated policy discussion.  Yet another constraint—water used directly in cooling systems and 
indirectly through electricity generation—is beginning to shape where large-scale data centers can be built. 
 
This article examines operational water intensity in AI computing using the industry metric Water Usage Effectiveness (WUE) 
and the expanded metric WUE Source, which incorporates the water intensity of electricity generation.  A regional comparison 
across major U.S. data center markets shows that differences in grid composition can drive substantial variation in total water 
intensity even when cooling architectures are identical.  The analysis further demonstrates that water risk enters project 
economics primarily through siting and permitting uncertainty rather than direct operating cost.  As hyperscale campuses scale 
toward hundreds of megawatts and municipal governance frameworks evolve, water is likely to emerge as a material 
determinant of the geography and pace of AI infrastructure deployment. 
 
 

Electricity Has Dominated the AI Infrastructure Debate 
 
Forecasts of rapid growth in artificial intelligence workloads have placed electricity demand at the center 
of infrastructure discussions.  Hyperscale data centers are projected to add large increments of load to 
regional power systems, prompting debate about generation adequacy, interconnection timelines, and the 
carbon intensity of electricity supply. 
 
This focus is justified.  Electricity is the dominant operating expense for data center operators and the 
primary driver of infrastructure investment.  Yet electricity is not the only physical input required to 
operate computing infrastructure at scale. 
 
Because nearly all electricity consumed by computing equipment ultimately becomes heat, data centers 
are fundamentally thermodynamic systems that require continuous heat rejection to maintain reliable 
operating temperatures. 
 
Historically, water considerations have received less attention than electricity because water costs typically 
represent a small share of total operating expenditure.  As facilities increase in size—from tens of 
megawatts of IT load to campuses approaching or exceeding hundreds of megawatts—water consumption 
and water governance are beginning to influence siting decisions.  In several regions, permitting processes 
now include explicit scrutiny of large industrial water users, introducing a new dimension of project risk. 
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Understanding this dynamic requires extending the analytical boundary beyond on-site cooling systems to 
include the water embedded in electricity generation. 
 
The Thermodynamics of Compute and Cooling 
 
Modern hyperscale data centers typically operate with Power Usage Effectiveness (PUE) values between 
approximately 1.15 and 1.30.  PUE represents the ratio of total facility electricity consumption to electricity 
consumed by IT equipment.  A PUE of 1.20, for example, indicates that for every megawatt used by 
computing equipment, roughly 0.20 megawatts are consumed by cooling systems, power distribution, and 
other supporting infrastructure. 
 
Cooling systems remove heat through several architectural approaches: 
 

• Evaporative cooling towers, which reject heat by evaporating water and generally deliver high 
energy efficiency but consume freshwater. 

 
• Hybrid systems, which combine dry heat rejection with evaporative cooling during peak conditions. 

 
• Dry or air-cooled systems, which minimize water consumption but increase electricity demand 

during periods of high ambient temperature. 
 

• Direct-to-chip liquid cooling, which improves thermal transfer efficiency and enables higher heat 
rejection temperatures, reducing overall cooling energy requirements. 

 
The direct water intensity of these systems is measured using Water Usage Effectiveness (WUE), defined 
as the volume of water used per unit of IT energy consumption (liters per kilowatt-hour). 
 
However, WUE measures only water used on site.  Electricity generation itself can consume substantial 
quantities of water.  Thermoelectric power plants—including coal, nuclear, and many natural gas 
facilities—use water for cooling and evaporate part of that water during operation.  Operational water 
consumption associated with electricity generation can therefore exceed the direct water use of the data 
center. 
 
To address this boundary problem, the industry introduced the metric WUE Source, which incorporates 
the water intensity of electricity supply in addition to on-site cooling water.  A simplified expression can 
be written as: 
 

WUEₛₒᵤᵣcₑ = WUEₛᵢₜₑ + (WIₑₗₑc × PUE) 
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Where: 

• WUEₛₒᵤᵣcₑ — Source Water Usage Effectiveness:  the total operational water intensity of computing, 
expressed as liters of water consumed per kilowatt-hour of IT energy (L/kWh-IT).  This metric 
includes both on-site cooling water and the water consumed in producing the electricity used by 
the facility. 

 
• WUEₛᵢₜₑ — Site Water Usage Effectiveness:  the direct water consumption at the data center site, 

primarily from cooling towers, humidification systems, and other facility processes, expressed in 
liters per kilowatt-hour of IT energy (L/kWh-IT). 

 
• WIₑₗₑc — Water Intensity of Electricity: the operational water consumption associated with 

electricity generation, expressed as liters per kilowatt-hour of electricity produced (L/kWh-
electric).  This value depends on the regional electricity mix (e.g., thermoelectric plants with 
recirculating cooling vs. wind or solar generation). 

 
• PUE — Power Usage Effectiveness:  the ratio of total facility electricity consumption to IT equipment 

electricity consumption, defined as 
 

𝑃𝑃𝑃𝑃𝑃𝑃 =
Total Facility Power
IT Equipment Power

 

 
PUE converts electricity intensity into an equivalent per-IT-load basis so that upstream water use 
can be compared directly with on-site cooling water. 

 
The equation expresses total operational water intensity for computing infrastructure as the sum of direct 
water consumption at the data center and the water embedded in the electricity required to power the 
facility. 
 
Regional Dispersion in Water Intensity 
 
Operational water consumption for electricity generation varies widely across the United States because 
of differences in generation technology.  Thermoelectric plants with recirculating cooling systems typically 
consume roughly 1–4 liters of water per kilowatt-hour of electricity generated, whereas wind and solar 
generation have negligible operational water consumption. 
 
Using regional electricity mixes reported by the U.S. Energy Information Administration and operational 
water consumption factors from peer reviewed literature, midpoint estimates of grid water intensity can 
be derived for major data center markets. 
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Table 1 
Estimated Operational Water Intensity of Electricity Supply 
 

Region Water Intensity (L/kWh-electric) 

Colorado 3.6 

Arizona 3.1 

Texas (ERCOT) 1.5 

Virginia (PJM) 2.4 

California 1.0 

 
Sources:  Author calculations based on regional electricity generation mixes reported by the U.S. Energy Information 
Administration (EIA, 2025) and related generation datasets.  Operational water-consumption factors for electricity generation 
technologies are derived from Macknick et al. (2012).  
 
Notes:  Values represent midpoint operational water-consumption estimates based on regional electricity generation mixes. 
Actual water intensity varies with plant cooling technology and seasonal generation patterns.  These regions correspond to 
several of the fastest-growing hyperscale markets in the United States, including Northern Virginia (PJM), Phoenix (Arizona), 
Dallas–Fort Worth (ERCOT), and the Colorado Front Range. 
 
 

When these values are combined with a representative PUE of 1.22, the upstream water contribution 
associated with computing becomes evident. 
 
Table 2 
Upstream Water Contribution to Computing 
 

Region Upstream Water (L/kWh-IT) 

Colorado 4.4 

Arizona 3.8 

Texas 1.8 

Virginia  2.9 

California 1.2 

 
Source:  Author calculations based on electricity water-intensity estimates shown in Table 1 and a representative hyperscale 
data center Power Usage Effectiveness (PUE) of 1.22.   
 
Notes:  Upstream water consumption is calculated by converting electricity water intensity to a per-IT load basis using the 
relationship:  Upstream Water = Electricity Water Intensity × PUE.  Values represent midpoint planning estimates and will vary 
with facility efficiency and regional electricity generation mix. 
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Even before accounting for on-site cooling water, regional differences in electricity supply generate more 
than a threefold variation in operational water intensity.  Including evaporative cooling further increases 
total water intensity. 
 
Table 3  
Total Water Intensity with Evaporative Cooling 
 

Region On-Site WUE Upstream Water WUE Source 

Colorado 1.5 4.4 5.9 

Arizona 1.5 3.8 5.3 

Texas 1.5 1.8 3.3 

Virginia  1.5 2.9 4.4 

California 1.5 1.2 2.7 

 
Source:  Author calculations based on upstream water-intensity estimates shown in Table 2 and a representative on-site Water 
Usage Effectiveness (WUE) of 1.5 L/kWh for evaporative cooling systems, consistent with industry benchmarks reported by The 
Green Grid and U.S. Department of Energy data-center efficiency guidance.   
 
Notes:  Total operational water intensity (WUEₛₒᵤᵣcₑ) is calculated as the sum of on-site cooling water and upstream electricity-
related water consumption.  Values represent midpoint planning estimates; actual water intensity varies with cooling 
architecture, climate conditions, and electricity supply composition. 
 
 

The comparison highlights an important point:  in several regions, the majority of water associated with 
computing is embedded in electricity generation rather than used directly at the data center. 
 
A simple 100 MW hyperscale campus illustrates why water becomes material at scale.  If a facility operates 
at 100 MW of IT load continuously, annual IT energy consumption is 876,000 MWh (100 MW × 8,760 
hours), or 876 million kWh.  With an evaporative-cooling baseline of WUEₛᵢₜₑ = 1.5 L/kWh-IT, on-site water 
use is roughly 1.31 billion liters per year (≈ 347 million gallons, or ≈ 1,065 acre-feet).  But on-site cooling 
is only part of the picture.  If the facility draws electricity from a grid with midpoint operational water 
intensity of WIₑₗₑc = 2.4 L/kWh-electric and operates at PUE = 1.22, upstream water adds 2.93 L/kWh-IT 
(2.4 × 1.22), or roughly 2.57 billion liters per year (≈ 678 million gallons, or ≈ 2,080 acre-feet).  Combined, 
this implies WUEₛₒᵤᵣcₑ ≈ 4.43 L/kWh-IT and a total operational water footprint of roughly 3.88 billion liters 
per year—about 1.03 billion gallons, or ≈ 3,145 acre-feet.  Put differently, a 100 MW campus in this 
midpoint case corresponds to roughly 2.8 million gallons per day of total operational water consumption 
when on-site and electricity-related impacts are considered. 
 
Cooling Architecture and Capital Allocation 
 
Although regional water intensity varies significantly, direct water costs rarely dominate the operating 
budget of a hyperscale data center.  Electricity remains the primary operating expense. 
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Water becomes economically relevant through a different mechanism: development risk. Large 
hyperscale campuses represent multi-billion-dollar capital investments.  Facilities with 100 MW or more 
of IT capacity can support hundreds of millions of dollars in annual revenue depending on utilization and 
service mix.  Delays in permitting or construction therefore translate directly into deferred revenue and 
reduced project returns. 
 
Water governance can introduce precisely these delays.  In several jurisdictions, regulators now require 
conservation plans, groundwater assessments, or restrictions on potable water use for large industrial 
facilities.  In drought-prone regions, proposed data center developments have faced extended review 
periods due to concerns about water consumption. 
 
Under these conditions, cooling architecture becomes part of financial risk management.  Technologies 
that reduce water consumption—such as dry cooling systems or reclaimed water supplies—may increase 
capital costs or electricity demand but can shorten permitting timelines and expand the feasible 
geography for development. 
 
From a capital allocation perspective, water therefore behaves as a form of option value.  Engineering 
choices that reduce water exposure can lower regulatory uncertainty and stabilize development 
schedules, improving expected project returns even if operating costs increase modestly. 
 
Governance and Climate Risk 
 
Water governance in the United States is highly decentralized.  Federal regulation primarily addresses 
direct withdrawals from surface waters and wastewater discharge through programs such as Clean Water 
Act Section 316(b) and the National Pollutant Discharge Elimination System.  Many data centers avoid 
direct withdrawals by purchasing water from municipal utilities, leaving regulatory authority largely at the 
state or local level. 
 
This institutional structure produces substantial regional variation.  Some jurisdictions impose strict 
groundwater management regimes or conservation requirements for large water users, while others rely 
primarily on municipal water supply policies.  These differences translate into variation in permitting 
timelines and project risk. 
 
Climate variability further amplifies these dynamics.  Heat waves increase cooling demand while 
simultaneously reducing the effectiveness of air-side cooling systems.  Drought conditions reduce 
available water supply and increase political scrutiny of industrial water consumption.  In many regions, 
peak cooling demand coincides with periods of hydrologic stress. 
 
These interacting factors suggest that water constraints will increasingly influence the geography of 
hyperscale computing infrastructure. 
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Conclusion 
 
Electricity will remain the most visible constraint in the expansion of artificial intelligence infrastructure. 
Yet the analysis presented here shows that water—both consumed directly in cooling systems and 
embedded in electricity generation—already exerts measurable influence on the siting and design of 
hyperscale data centers. 
 
Differences in regional electricity generation technology produce substantial dispersion in the total 
operational water intensity of computing.  Cooling architecture can moderate this variation, but it cannot 
eliminate it.  As hyperscale campuses scale toward hundreds of megawatts and municipal governance 
frameworks tighten around large industrial water users, water considerations are likely to play an 
increasingly prominent role in development decisions. 
 
The implications extend beyond engineering.  Water risk is likely to influence capital allocation across the 
AI infrastructure sector.  Developers already assess power prices, transmission access, and 
interconnection timelines when selecting data-center locations.  Increasingly, comparable attention will 
be directed toward basin-level water availability, municipal water governance regimes, and the water 
intensity of regional electricity systems.  Regions with lower operational water intensity—or with 
established reclaimed-water infrastructure—may gain a structural advantage in attracting hyperscale 
investment.  Jurisdictions facing persistent water stress, by contrast, may see slower deployment or 
require more capital-intensive cooling architectures. 
 
Infrastructure constraints rarely emerge suddenly.  They appear gradually as scale increases and 
previously secondary variables become binding.  In the case of AI infrastructure, electricity has dominated 
the conversation.  Water is beginning to follow—and the geography of digital infrastructure investment 
will increasingly reflect that reality. 
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